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Abstract—IoT is a technology that has rapidly popularized and
become universal due to their appeal as assistants and aid for
our day-to-day inconveniences. As smart homes, many of these
devices intended to blend seamlessly into the home, office, or
common areas have little to no front-facing interface and has led
to unintended consumer consequences when it comes to privacy
notice and awareness. This paper evaluates user understanding
of the current privacy practices of Amazon Alexa and Google
Home. We conducted an online study of American Amazon
Alexa and Google Home users and non-users to analyze their
perception of current data practices set in place by these devices
along with users’ perceptions of what an ideal implementation
of these notices would look like through a series of Yes/No and
Likert-scale questions. Our aim is to derive whether or not user
expectations are fulfilled by current privacy notices of smart
homes in order to increase public understanding and control over
their data collection, storage, and use when using IoT devices.

I. INTRODUCTION

IoT devices have become increasingly prominent at both the
industry level and everyday households. From small sensors
in wristbands to smart refrigerators and smart homes, these
seemingly omnipresent devices aid the inefficiencies and
inconveniences of everyday life but also pose new questions
about a new age of privacy in terms of boundaries and
limitations to upkeep people’s awareness and safety.

With the rapid advancements of the implementation of
IoT, people often aren’t aware of the details that come with
data collection/storage, leaving users susceptible to giving out
personal information unknowingly. Individuals need to have a
general understanding of common privacy practices in order
to be able to choose privacy policies and products that fit
consumer values without deception. There have been many
methods that have tested the understandability of current privacy
notices of various IoT devices including a “nutrition label”
approach and general shortening of the wording. Currently,
the novelty, convenience, and other benefits of these devices
outweigh the potential privacy implications that come with
voice detection, recording, and storage. Furthermore, IoT can
be personal devices but can also tap into the lives of others in
public or secondary spaces without users even knowing. This
begs the question of how many people actually know they’re
potentially being watched in a public setting and how many
people know that they can have control over that? Similar to
the common practice of skipping over the terms of service
through a simple checkbox, prior research shows a mismatch

between the general population’s privacy expectations and the
reality in terms of data collection, storage, and use.

Utilizing the privacy fundamentals outlined within the
GDPR, CCPA, and FIPPs, we conducted an online survey
using Amazon’s Mechanical Turk (MTurk) to garner a better
understanding about users’ opinions towards current data prac-
tices and potential privacy issues surrounding voice assistants
such as Amazon Echo and Google Home. More specifically,
our survey described hypothetical data practice scenarios in
regards to these devices. Under each scenario, we asked
participants about their general knowledge, awareness and
comfort/satisfaction towards the given data practice regarding
their personal information in the digital world and in the IoT
world in hopes of creating best practice recommendations for
short form privacy notice.

II. RELATED WORK

IoT devices are everywhere. They are used at workplaces, at
home and in educational institutions. Most people know what
IoT are and how they can assist with some day to day functions
with ease but little is known about the privacy practices of IoT
devices, the amount of data they collect, their purposes for
data collection and the issues related to them. So in our current
state of rapid technological growth, there’s an overwhelming
consensus that there should be standardized privacy policies
in place for IoT devices; however, there haven’t been many
frameworks on how one should develop for simplification.

A. User Awareness

Internet and data sharing is everywhere. Most of the devices
provide features by collecting data from us. But the question
is whether we are aware of the data that is being collected
from and is the data safe. There is always a news headline
every day about the privacy practice concerns and this can
also be seen in multiple articles. Not many people are aware
about the privacy concerns of the IoT devices that they use.
From an article on smart devices [1] we got to know about the
insecurity in transferring data collected from the IoT devices.
The data was sensitive and was mostly transferred without
encryption, users had no idea about these practices. But after
the news articles they were concerned. IoT devices are not
foolproof. In an article on Google [2] ,Google Home Mini
was found with a bug in the tap control feature raising privacy



issue due to accidental voice collection from its surroundings.
For the first time, many users realized their voices were
actually transmitted to and stored on Google. Furthermore,
the TechCrunch article [3], details the new level of complexity
that IoT devices bring to the world of privacy, emphasizing the
importance of integrated communication/participation between
users, businesses, and government to best regulate information
flow. Within the current space, consumers are often left in the
dark when corporate practices change or when a lawsuit is filed;
this article also points out current malpractices and hypocrisy
where government agencies and private sector companies aren’t
following their own policies. The author suggests an embedded
privacy policy that’s in each technology. By emphasizing this
inconsistency, the author hopes to even out the privacy policy
space for clarity for the users and the system itself. This mostly
provides context and awareness for the reader and opens the
door for potential ideas versus solutions and frameworks [4] [5].
Many researchers are working on the security and privacy of
data. Narayan et al mention techniques to mitigate privacy risk
of inferring activities from changes in network traffic rates [6].
Not only technical solutions but also solutions which involve
awareness of users about privacy practices are studied. Different
approaches are used to spread awareness about privacy among
people. These includes area of notices and acknowledgement
amongst users.

B. User Behavior

Cranor et al recently tried to capture the behavior of users at
the time of IoT device purchase and found that people didn’t
know much about the data collection practices of the devices [7].
Most of the users weren’t inclined to look into these practices
(until they got information from news articles), and those who
did look at the device practices were not able to find the
privacy policy or were not able to understand the practices due
to their complexities [7]. The researchers attempted to capture
the impact of different formats of privacy notices on users
and the notices’ understandability. The research concluded that
users found privacy labels understandable and were ready to
pay premium to get this knowledge but also found out that
users were not able to minimize security risks using labels.

Earlier work by Sadeh et al on privacy expectations [8] and
by Zhang et al on mobile app privacy [9] have analyzed the
mismatch between users’ expectations and actual practices of
apps. Their research utilized users’ psychological models to
define their expectations, crowd sourced users’ feedback to
create warn of privacy issues, highlighted these mismatches in
shortened versions of privacy notices, and focused on contextual
integrity with focus on websites’ privacy policies.

Bauer et al contributed foundational knowledge on privacy
expectations in which we used to develop more effective notice
by focusing on the particular privacy expectations users have
in the use cases we’ve provided, through employing the factors
most significant to the users’ expectations and decisions in
the use cases but they primarily focused on understanding the
landscape [10]. Privacy has many dependencies. Bauer et al
described how users’ decisions to allow/deny data collection

were influenced by social cues, i.e. friends’ or experts’ decisions
in similar circumstances, directly or indirectly known to the
user. But the study only investigated two groups of influencers
- friends and experts [11]. In the real world, there exists
other groups of influencers equally or even more significant in
users’ decision making such as family members, social media
and news, and the government. Certainly, another important
“influencer” is the privacy notice itself. The privacy notice
should serve as an honest guideline (think of it as some sort
of expert but actually from the company) for the users to
understand privacy implications of the device. In particular,
two of the many questions the privacy notice has to answer
are - the same as the two questions investigated in the study -
(1) to what extent is the user in control of the data collection
processes of the device and (2) how should the user make
decision in various situations of data collection when using
the device.

So to approach our study, we designed specific questions
to gain users’ expectations which can be used to evaluate
the mismatch between expectations and actual practices when
designing final notice. Previous work also was not able to
provide accurate results because there was direct confrontation
of users to notice and that results may change in real scenarios.
So in our work we studied this limitation by providing real
world scenarios in our questionnaire.

C. Privacy Notices

There are already many published works in regards to
providing notices and acknowledgement to users about the
privacy practices of different companies. Researchers have
focused on the effectiveness of different formats of these
policies. Some formats were even derived from different
industry i.e. food industry. In 2010, Cranor et al worked on the
nutrition label approach of privacy policy [12]. They formed
policies and distributed them among different set of users and
later questions were asked about how much they learned from
the policy. The researchers found out that standardized table
showed the best result in terms of accuracy, time taken to read
the policy, user enjoyability, but still the users were not able
to answer complex questions correctly in this format.

One of the categories when considering of IoT device privacy
is communication channels as these devices rarely have a
prominent screen and can be a personal device, a device of a
friends, or within a public setting; this fragmentation leads to
difficulty in standardization. Secondary channels are where
concerns over IoT devices are most prevalent since these
devices may be installed in common spaces [4]. Cranor et
al had developed a taxonomy for simplified privacy notices
through a user-centered design lens [4]. The writers suggested
providing notice settings on users’ phones for centralized and
easy control access. Within public spaces, the writers suggested
taking a warning approach where all the details of the purpose
along with what the devices were recording was disclosed. The
taxonomy failed because the three use cases were incohesive
among themselves in terms of implementation and with early
emphasis on putting users first, the approach didn’t really



address the user when explaining each component of the
taxonomy and so the implementation was not tested. Similar
to this work Sadeh et al emphasized the usage of Privacy
personal assistants, apps that run alongside IoT devices, to
best ensure user understanding and control over their privacy
settings [5]. The idea was to present Privacy assistant apps
in a similar format as many social media platforms where
summaries and lists of resources are frequently sent to the
user. But the limitation to this approach was that it was heavily
dependent on regulations to rapidly develop before PPAs could
be universally used. Unlike the paper on taxonomy [4] this
paper [5] failed to address the users with any forms of testing
so it was difficult to tell the potential success of this approach
upon first glance.

Researchers even tried to examine the impact of short privacy
notices on users [13]. Sadeh, Cranor et al focused on examining
the potential of shortening privacy notices by removing the
content that users were already aware of and examined the
implications of positive and negative framing of sentences in
the privacy notices. The research concluded that short notices
were proven effective, framing had no impact, removal of seven
data practices (that they concluded was common knowledge
and removed it) were not proved to be useful [13].

For the purposes of our research, these studies will be
extremely helpful in considering a design-centered approach
as the lens hasn’t been explored as frequently as the current
taxonomy set by different regulations. Moreover, for our study
of standardized privacy notice, we will be able to test this
approach by asking users if this is something that they would
actually use in comparison to other approaches ranging from
visual to text. So we will try to implement notices that can
help users understand these complex practices.

We are further going to work on the format to make it more
understandable for the users so that they can take rational
decisions from the data. For our project, this will be a good
reference point in understanding the greater historical context
and scope of the system of implementation between private
and public sector along with notice interventions and we will
try to capture what users want to know before purchasing
IoT devices and how notices can spread awareness about the
privacy practices among users.

Based on the culmination of our literature review, we plan
on improving the present format(s) of standardized notices to
further the accuracy and accessibility for users to understand
current privacy practices for IoT devices. We intend on making
notices more efficient in order to spread awareness among
users so that they can understand and consider all the factors
of complex practices prior to purchasing IoT devices.

III. METHODOLOGY

Our study primarily answers the following two questions:
1) to what extent are potential IoT device consumers aware
of the privacy issues surrounding common IoT devices and 2)
how effective are the privacy notices of some of the currently
most popular smart home IoT devices.

Based on the analysis of responses and results we obtained
from the study, we intend to modify and simplify privacy
notices with standardization in mind.

A. Specific IoT Products

Despite the recent growth of IoT devices from industry to
common households, the development and construction of IoT
device ecosystems are still in their early phases. With various
types of devices on the market from large home appliances
like smart refrigerators and smart automobiles to smaller
products such as sensors and smart wristbands, IoT devices
help eliminate everyday inconveniences. However, people may
not have a clear understanding of potential privacy concerns
raised by the influx of IoT devices. In order to avoid possible
bias caused by popularization, the IoT products we chose to
analyze needed to be as widespread in homes or in public
places like coffee shops, classrooms, etc. as possible, and the
functionality of these products should be easily comprehensible.
Based on this principle, we select two popular voice assistants
(i.e. smart homes), the Amazon Echo and Google Home. Both
devices have a decent reputation and public recognition from
marketing. Although recently popularized, the concept and
technology behind “voice assistants” are not entirely new. As
early as 2011, Apple. Inc had announced its virtual voice
assistant Siri. After eight years of development, the concept
and usage of voice assistants have been generally understood
and accepted by the public without much public attention to
the collection and usage of user data.

As voice assistants become the “hub” of homes, they are
more and more likely to be the “hub” of potential privacy
issues. While voice assisted services play an important role in
the current smart home, the importance of protecting user data
should not be downplayed. In a common scenario where the
user tells their voice assistant to “increase the temperature of
AC system”, “turn on the TV and switch to HBO”, or “report
the status of frozen food,” the voice assistants would send
instructions to each target device to perform a corresponding
function after parsing through the voice command; with recent
articles exposing companies and their unknown collection of
user’s voice commands, user data should be better protected,
and the users should be better informed of the data collection
and processing happening in the backend of these services.

B. Study Approach

We conducted an online survey to obtain quantitative data
about users’ understanding and opinions towards current data
practices along with prior awareness of potential privacy
issues surrounding Amazon Echo and Google Home. More
specifically, our survey described hypothetical data practice
scenarios regarding Amazon Echo or Google Home devices.
Under each scenario, we asked participants about their general
knowledge, awareness and comfort/satisfaction towards the
given data practice regarding their personal information in
the digital world and in the IoT world; this includes their
familiarity and knowledge with voice assistants, their awareness
of the particular privacy issues and concerns surrounding



voice assistants, their familiarity and experience with available
privacy notices from voice assistants, and their opinions on the
effects of current privacy notices.

Although Amazon Echo and Google Home currently have
elaborate and complete privacy policies in place, there still
exists possible sources of privacy harm caused by some of their
data practices which could lead to a mismatch in expectations
where user understanding towards privacy policy is significantly
different from the intentions of the actual data practices.
Meanwhile, there is an increasing amount of requirements and
restrictions for data practices according to modern regulatory
models about privacy protections such as the General Data
Protection Regulation (GDPR) from the European Union, and
Fair Information Practice Principles (FIPPs) proposed by the
Federal Trade Commission, etc. With this in mind, we first
focused on the frequently asked questions (FAQ) part of both
Amazon Echo’s and Google Home’s privacy policies where
we believe held the most popular concerns data practices
from users. We also included prior, additional notices from
manufacturers in order to eliminate potential misunderstandings
regarding the privacy policies. Afterwards, we went through
the entire privacy policies of both Amazon Echo and Google
Home and identified several underlying, potential causes of
expectation mismatch.

In order to measure the degree of expectation mismatch
and obtain measurements about how users prioritize these
potential privacy issues, our survey relied on the collection of
quantitative data with the expectation that participants’ answers
would provide us with their unique perspective towards privacy
issues surrounding voice assistants, and even more generally,
IoT devices.

C. Data Collection

We conducted the online survey on Amazon Mechanical
Turk (MTurk) platform. MTurk enables us to conduct the survey
with a larger sample size than what otherwise would have been
difficult and less feasible.

We conducted the survey over a two-week period in
November 2019. We posted a Human Intelligence Task on
MTurk platform, and recruited 200 MTurk workers based on
the recruitment criteria. Participants are required to be 18
years old or above, in the United States, and have a MTurk
HIT rate 90 % or above. The survey itself was taken place
on Qualtrics platform. Participants were given an overview
instruction on MTurk before they proceeded to complete the
online questionnaire through a link to Qualtrics.

Our survey obtained results from both users and non-users
of IoT devices. At the beginning of the questionnaire we asked
participants “Are you a user of Amazon Echo or Google Home?”
Our questionnaire consisted of Yes/No questions and rating
questions on a 5-point Likert scale. We used these questions
to understand users’ awareness and knowledge towards the
current privacy policy climate. For each hypothetical data
practice scenario regarding Google Home or Amazon Echo
devices, participants were asked “Do you believe the scenario
is currently true for these services?” (Yes/No) and “How

comfortable are you with the data practices in this scenario
if it is true?” (5-point Likert). These scenarios likely covered
data practices they know and un-know.

Our survey preferred users of voice assistants where
“user” was defined as an individual who owns an Amazon
Echo/Google Home device. This is because users could provide
us with more intuitive and direct experiences from using these
devices and help us garner a different perspective with how
these devices currently work. With that said, our survey did
not limit itself to just users. With the rapid growth of IoT
technology, smart devices gradually permeate into our daily
life. Even if one does not own any smart devices, he/she has
likely interacted with one, knowingly or not. Furthermore, we
included individuals who didn’t own these devices because it’s
important to know how people feel when simply interacting
with IoT devices.

D. Data Analysis

We obtained quantitative results from the Yes/No questions
and rating questions in the survey and gathered qualitative
responses from the open-ended question. We then performed
analysis on both categories of data on valid responses..

For the Yes/No and rating questions, we calculated statistical
parameters such as percentages across all survey responses
along with the means and medians for rating questions. We
treated the rating question responses as discrete quantitative
data ranging from -2 (corresponding to Likert-scale 1) to
2 (corresponding to Likert-scale 5) and proceeded with the
calculations and subsequent statistical analyses. Furthermore,
we calculated statistical variables for responses in the user
group and the non-users group separately and then calculated
the same set of variables for users identified with either the
Amazon Echo and Google Home separately.

For open-ended questions, we had two qualitative coders
manually inspect the responses independently. We then cal-
culated their inter-coder reliability metrics of their separate
evaluation on a few higher level parameters, such as whether or
not a participant feels comfortable with certain data practices.
We also applied an open-coding process based on grounded
theory to identify recurring themes and language throughout the
responses before categorizing our findings based on whether
they answer each of the following questions–which data
practices are participants comfortable (or uncomfortable) with,
which data practices are the participants aware of (or unaware
of), and what data practices do the participants expect to see
more explanations for in the privacy notices of the two devices.

IV. RESULTS

Note: Numbers in the following section are hypothetical, until
the survey is completed and the responses actually analyzed.
More thorough discussion of results will be added once we
have analysis done. The following results section points to two
tables and an appendix. They do not exist yet, until all data is
collected.

The online survey was published on MTurk for 3 days. We
received 200 responses, out of which 175 responses provided



the correct answer to our attention-checking question. We
discarded invalid responses (that failed the attention check).
Out of the 175 valid responses, 100 indicate to be Amazon
Echo users, and 100 indicate to be Google Home users, with
overlapping 25 responses that indicate to be in both user groups.
Among all 175 responses, disregarding Echo/Home user or not,
92 % indicate they are a frequent user of either other Amazon
or other Google products/services. Therefore, their response to
the subsequent privacy-oriented data practice questions should
be influenced by experience using the products/services rather
than entirely guesswork.

We then calculated the following statistical variables across
all participants, across Echo user group (excluding “Maybe”),
across Home user group (excluding “Maybe”), across overlap-
ping user group (user for both devices, excluding “Maybe”)
, and across non-user group for both devices (excluding
“Maybe”).

For the first question (Yes, No, Maybe) in each one of the
nine data practice scenarios, we aggregated the total number
and percentage of “No” responses and the total number and
percentage of “Maybe/NO” responses out of the participant
group. We would like to identify significant results in “No”
response percentages since such indicates a high expectation
mismatch between the participants’ beliefs and actual data
practices, given that the data practice scenarios are in fact all
true according to the privacy notice of both devices/companies.

For the second question (5-point Likert scale) in each of the
nine data practice scenarios we presented, we aggregated the to-
tal number and percentage of “Strongly agree/Somewhat agree”
responses and the total number and percentage of “Strongly
disagree/Somewhat disagree” responses. Both “Strongly agree”
and “Somewhat agree” indicate that the participant considered
the given data practice a potential privacy violation. Both
“Strongly disagree” and “Somewhat disagree” indicate the
opposite.

The aggregated results described above are shown in Table
1.

Then, we performed the following statistical tests on the
data collected, again across the participant groups described
above (all participants, Echo users, Home users, overlapped
users, non-users).

We considered responses to the first question in each data
practice scenario as a categorical variable with two outcomes
(Yes or Maybe, No), and the second question in each scenario
as a categorical variable with two outcomes (“Strongly agree”
and “Somewhat agree”, “Neutral” to “Strongly disagree”).
We then performed a Pearson’s chi-square test of statistical
independence on the two categorical variables across data from
the above mentioned groups. A probability less than or equal
to 0.05 justifies rejecting the null hypothesis. The test results
are shown in Table 2.

Based on the data collected and above analysis of the data, we
prototyped a refined privacy notice template (see Appendix B)
that highlights specific data practices in corresponding with the
data practices participants in our study expressed most concern
with or most expectation mismatch about, with consideration

of requirements and recommendations from GDPR, CCPA and
FIPPs in the meantime.

V. LIMITATIONS

In our study, we chose two voice assistants, Amazon Echo
and Google Home as our research focus. Although these two
devices are among common IoT devices, users’ reactions and
attitudes towards Amazon Echo and Google Home might not
reflect their thoughts towards all IoT devices. Currently, IoT
devices are used in various scenarios; some of which may act
similarly to voice assistants, like smart TV or smart wristbands
that have user interfaces. However, there are still many IoT
devices like smart sensors, which only passively collects
information from its environment and would not intuitively
interact with people. The results of our study may be biased
when applying into these passive devices. However, since IoT
is a new concept, without obtaining deep general understanding
from the public, our choice to use popular IoT devices–
Amazon Echo and Google Home–actually enabled participants
to provide us more accurate and more realistic feedback due
to their familiarity with these two devices. Meanwhile, another
potential strength of using voice assistants is that, since voice
assistants are becoming the “hub” of smart home, they are
much more likely to become the “hub” of potential privacy
issues. Our study on this “hub” could reveal more potential
privacy issues in the home’s IoT ecosystem.

Our online survey was performed on Amazon Mechanical
Turk (MTurk) platform. MTurk enabled us to conduct our
survey with a larger, more diverse sample than would otherwise
have been possible. Also, previous research has proved that
MTurk crowdsourcing service has younger and more technically
savvy workers than the general US population. This has been
shown to provide a more diverse sample than a university lab
survey [14] [15]. This could both be a strength and a limitation
for our research. One a positive note, since our research topic–
IoT devices–is a newly-rising field, we need technically savvy
people to provide more accurate responses since they are more
likely to have experience interacting with real IoT devices. On
the other hand, the results from these savvy participants may
not accurately reflect how the general population views IoT
devices.

Furthermore, we had a question in our survey that asking
“are you a user of Amazon Echo / Google Home?” The purpose
of this question is to divide participants into users and non-
users in order to account for potential discrepancy between how
the two groups may react in the same data practice scenario.
However, due to technical constraints, we were not able to
ensure that the size of both groups are exactly the same. This
may not be a serious issue when running T-test on both groups
because the calculation of T-test does consider the factors
of group sizes. However, the response distribution from the
smaller group might not satisfy the requirement of normal
distribution along with the larger group, potentially leading to
some statistical bias.

Our survey asked participants a series of questions under
several hypothetical data practice scenarios. This approach



could also cause some level of subjective bias because
participants were provided more information than expected,
i.e. they were asked questions based on scenarios that haven’t
even thought about. However, we believe that only having
comprehensive information about possible consequence could
users make better decisions. Therefore, the overall benefits of
this approach outweigh the potential limitations.

VI. CONCLUSION

Note: We will add the conclusion in the Final Paper.

VII. DISCUSSION

Note: We will add the Discussion in the Final Paper.
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